EE 4211 Computer Vision

Lecture 11B: Object detection with deep learning

Semester B, 2021-2022



Schedules

Week |Date Topics

1 Jan. 11 (face to face) | Introduction/Imaging

2 Jan. 18 (online) Image enhancement in spatial domain

3 Jan. 25 (online) Image enhancement in frequency domain (HW1 out)

4 Feb. 8 (online) Morphological processing

5 Feb. 15 (online) Image restoration (HW1 due)

6 Feb. 22 (online) Midterm (no tutorials this week)

7 Mar. 1 (online) Edge detection (HW2 out)

8 Mar. 8 (online) Image segmentation

9 Mar. 15 (online) Face recognition with PCA, LDA ( )
(HW2 due)

10 Mar. 22 (online) Face recognition based on deep learning (Quiz on two code questions, 1 hour)
Image segmentation based on deep learning

11 Mar. 29 (online) Object detection with traditional methods
Object detection based on deep learning ( )

13 Apr. 12 (online) Invited project presentation and Summary




RCNN
Fast-RCNN
Faster-RCNN
Mask-RCNN

Lecture outline



Detection Competitions

® Pascal VOC
" COCO
" ImageNet ILSVRC




Before Deep Learning

" Sliding windows

" Score every SUb-WindOW- (HOG) S i (s) at all
can image(s) at a

scales and locations

Extract features over
windows

Run linear SVM
classifier on all
locations

Fuse multiple
detections in 3-D
position & scale space

Object detections with
bounding boxes



Object Detection: Single Object

Object Detection: Single Object

(Classification + Localization)

Class Scores
Fully Cat: 0.9

Connected: Dog: 0.05
409W Car: 0.01

\ ‘
Fully
Vector: \
Connected:

4096 4096104  Box
Coordinates
(X, y,w, h)

Treat localization as a
regression problem!



Object Detection: Single Object

Object Detection: Single Object Correct label:
(Classification + Localization) Cat l
Class Scores
Fully Cat: 0.9 . Softmax

Connected: Dog: 0.05 Loss
409W Car: 0.01

\ ‘
Fully
Vector: \
Connected:

4096 4006104  Box
Coordinates —» |2 Loss

(X, ¥, w, h) T

Treat localization as a

regression problem! Correct box:
(X’, y:’ W’, h:)



Object Detection: Single Object

Object Detection: Single Object Correct label:
(Classification + Localization) Cat l
Class Scores
Fully Cat: 0.9 : Softmax
Connected: Dog: 0.05 Loss
409W Car- 0.01
|
‘ Multitask Loss + —>Loss

Fully
Vector: \ T
Connected:

4096 4006104  Box
Coordinates —» |2 Loss

(X, ¥, w, h) T

Treat localization as a

regression problem! Correct box:
(X’, y:’ W’, h:)



Object Detection: Single Objects

Object Detection: Single Object Correct label:

Cat

(Classification + Localization) l
Class Scores
Fully Cat: 0.9 , Softmax
Connected: Dog: 0.05 Loss
409W Car: 0.01 l

e (o == AT ‘ Multitask Loss 4 —>Loss

— Fully
CCO public domain . Vector: \ T
S Often pretrained on ImageNet Connected:

4096
(Transfer learning) 4096 to 4 Box
Coordinates —» |2 Loss

] ) (X, y,w, h)
Treat localization as a T

regression problem! Correct box:
(X’, y,’ W’, h!)




Object Detection: Multiple Objects

CAT: (X, y,w, h)

DOG: (x, Yy, w, h)
DOG: (x, Yy, w, h)
CAT: (x,y, w, h)

DUCK: (x, y, w, h)
DUCK: (x, y, w, h)
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Object Detection: Multiple Objects

" Each image needs a different number of outputs

: ?}jif'!"izn % CAT (X: y: W: h) 4 numberS

DOG: (X, y, w, h)
— A DOG: (X, y, W, h) 12 numbers
N CAT: (X, y,w, h)
e, DUCK: (X, y, w, h) Many
— 1 A DUCK: (X, ¥, W, h) numbers!
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Object Detection: Multiple Objects

" Apply a CNN to many different crops of the image, CNN
classifies each crop as object or background

Dog? NO
Cat? NO
Background? YES
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Object Detection: Multiple Objects

" Apply a CNN to many different crops of the image, CNN
classifies each crop as object or background

Dog? Yes
Cat? NO
Background? NO
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Object Detection: Multiple Objects

" Apply a CNN to many different crops of the image, CNN
classifies each crop as object or background

Dog? Yes
Cat? NO
Background? NO
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Object Detection: Multiple Objects

" Apply a CNN to many different crops of the image, CNN
classifies each crop as object or background

Dog? NO

Cat? Yes
Background? NO

15



Object Detection: Multiple Objects

" Apply a CNN to many different crops of the image, CNN

classifies each crop as object or background

" Problem: Need to apply CNN to huge number of locations,

Sliding Window

| B g |\ \
192 128 2048 2048
Y\ N3 \

eeeeeeeeeeeee

aaaaaa

scales, and aspect ratios, very computationally expensive

Dog? NO
Cat? Yes
Background? NO
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Region Proposals: Selective Search

" Find image regions that are likely to contain objects

" Relatively fast to run; e.g. Selective Search gives 2000
region proposals in a few seconds on CPU
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R-CNN

® Region-CNN model (R-CNN)

= Selective search is performed on the input image to select multiple high-
quality proposed regions [Uijlings et al., 2013]. These proposed regions
are generally selected on multiple scales and have different shapes and
sizes.

= A pre-trained CNN is selected and placed output the features extracted
from the proposed regions.

= The features and labeled category of each proposed region are combined
as an example to train multiple support vector machines for object
classification AND train a linear regression model for ground-truth
bounding box prediction.

| Selective search |

Category ,/ \
prediction | F
i S d’ " Categol
Bounding box [« | N | A d'gt' ry
prediction B '3"-“ Lsl onn prediction
M\'@' ( ™ Bounding box
-l wlE prediction
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https://d2l.ai/chapter_references/zreferences.html#uijlings-van-de-sande-gevers-ea-2013

R-CNN

Input image
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R-CNN

Input image

Regions of interest (ROI) from a
proposal method (~2k)
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R-CNN

Input image

' Warped image regions (224*224)

Regions of interest (ROI) from a
proposal method (~2k)
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R-CNN

ConvN

ConvN
et

ConvN
et

Input image

Forward each region through ConvNet

' Warped image regions (224*224)

Regions of interest (ROI) from a
proposal method (~2k)
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SVMs

SVMs

R-CNN

SVMs

ConvN

ConvN
et

ConvN
et

Input image

Classify regions with SVMs

Forward each region through ConvNet

Warped image regions (224%224)

Regions of interest (ROI) from a
proposal method (~2k)
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R-CNN

Bbox reg || SVMs

Bbox reg

SVMs |

Bbox reg

SVMs

o )

ConvN

o

ConvN
et

o

ConvN
et

Linear progression:Predict corrections
to ROI: 4 numbers (dx, dy, dw, dh)

Classify regions with SVMs

Forward each region through ConvNet

Warped image regions (224%224)

Input image

Regions of interest (ROI) from a
proposal method (~2k)
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R-CNN

" Problem: Very slow! Need to do ~2k independent forward

passes for each image

Predict corrections to ROI: 4 numbers (dx, dy, dw, dh)
Bbox reg || SVMs

Bbox reg || SVMs I ‘

Classify regions with SVMs

Bbox reg || SVMs ‘
L 4 ConvN Forward each region through ConvNet
ConvN et

Warped image regions (224*224)

Regions of interest (ROI) from a
proposal method (~2k)
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R-CNN: Problems

" Ad hoc training objectives
" Fine-tune network with softmax classifier (log loss)
" Train post-hoc linear SVMs (hinge loss)
" Train post-hoc bounding-box regressions (least squares)

" Training is slow (84h), takes a lot of disk space
" |Inference (detection) is slow

» 47s /image with VGG16 [Simonyan & Zisserman. ICLR15]
= Fixed by SPP-net [He et al. ECCV14]
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" Spatial pyramid pooling

"  Generate a fixed-length representation regardless of image size/scale.

SPPNet

" Pyramid pooling is also robust to object deformations.

fully-connected layers (fcg, fcs)

]

fixed-length representation

I = == =
g & ™\
S - I — =m
4 16x256-d & 4x256-d 4 256-d

spatial pyramid pooling layer

feature maps of convs
(arbitrary size)

' convolutional layers
input image
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Fast R-CNN

“Slow” R-CNN

Conv
Conv Net

Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

Fast R-CNN

/ /"conVS" features

“ ” ' Run whole image
Backbone | through ConvNet

network: 5

AlexNet, VGG, ConvNet =

ResNet, etc £ Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.

“Slow” R-CNN

Conv
Conv Net

Input image


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

Fast R-CNN

Regions of ~Slow” R-CNN [vons |
SVMs
Interest (Rols)

from a proposal

method ﬁ@:i/"co nv5” features Conv
' Conv Net

Run whole image Conv
“Backbone” i through ConvNet ﬁ
network: ‘
AlexNet, VGG, ConvNet £
ResNet, etc £ , ' Input image

Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

Fast R-CNN

Regions of
Interest (Rols)
Crop + Resize features

from a proposal LT LT
method ﬁ@iﬁ/”conv?’ features
T

Run whole image

“Backbone” | through ConvNet
network: »
AlexNet, VGG, ConvNet —
Reshlet, etc & ,_;i: Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.

“Slow” R-CNN

Conv
Conv Net

Input image


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

Fast R-CNN

Regions of ‘ CNN Per-Region Network
Interest (Rols) !

/7 /7 Crop+Resize features

from a proposal
method iﬁ/ ‘conv5” features

Run whole image

“Backbone” | through ConvNet
network: »
AlexNet, VGG, ConvNet —
Reshlet, etc & ,_;i: Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.

“Slow” R-CNN

Conv
Conv Net

Input image


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

Fast R-CNN

Object Linear +
category softmax Linear | Box offset
Regions of CNN Per-Region Network
Interest (Rols) i _
L 7 /7 Crop+Resize features

from a proposal
method &M'COHVS" features

“ ” ' Run whole image
Backbone | through ConvNet

network: 5

AlexNet, VGG, ConvNet =

ResNet, etc £ Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.

“Slow” R-CNN
Conv
Conv Net
Net

Input image


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

Object
category

Regions of
Interest (Rols)
from a proposal

method —

“Backbone”
network:
AlexNet, VGG,
ResNet, etc

Fast R-CNN

Linear +
softmax

Linear

CNN

L

2 B
LT [T [T

= sy 7

QO

ConvNet

Box offset
Per-Region Network

Crop + Resize features
4

“conv5” features

Run whole image
through ConvNet

Input image

Girshick, “Fast R-CNN”, ICCV 2015. Figure copyright Ross Girshick, 2015; source. Reproduced with permission.

“Slow” R-CNN
Conv
Conv Net
Net

Input image


https://dl.dropboxusercontent.com/s/vlyrkgd8nz8gy5l/fast-rcnn.pdf?dl=0

" ROI

Hi-res input image:
3 x 640 x 480
with region
proposal

Project proposal
onto features

Fast R-CNN

Hi-res conv features:
512 x 20.% 15:

Projected region
proposal is e.g.
512x18x8
(varies per proposal)

Divide projected

proposal into 7x7

grid, max-pool Fully-connected
within each cell layers

H

Rol conv features:  Fully-connected layers expect
512X 7T X7 low-res conv features:
for region proposal S12x7Tx7

Girshick, “Fast R-CNN", ICCV 2015.
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R-CNN vs Fast R-CNN

P Test time (seconds)
Tralnlng time (HourS) B Including Region propos... Il Excluding Region Propo...

R-CNN R-CNN

SPP-Net
SPP-Net

Fast R-CNN 8.75

Fast R-CNN
0 25 50 75 100

60

Problem:
Runtime dominated

by region proposals!
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Faster R-CNN

" |nsert Region
Proposal Network E
(RPN) to predict Crassification | [ Bounding. A
proposals from e | S

featu res - proposals/ - /
" Otherwise same as Region Proposal Network B |
Fast R-CNN: Crop N W

features for each

proposal, classify )
each one Aer————r

Rol pooling

Faster r-cnn: Towards real-time object detection with region proposal networks.“ NIPS. 2015.
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Region Proposal Network

" Make CNN do proposals!

Input Image
(e.g. 3 x 640 x 480) Image features
(e.g. 512 x 20 x 15)
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Region Proposal Network

" Make CNN do proposals!

Input Image
(e.g. 3 x 640 x 480) Image features
(e.g. 512 x 20 x 15)

Imagine an anchor box
of fixed size at each
point in the feature map
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Region Proposal Network

" Make CNN do proposals!

Imagine an anchor box
of fixed size at each
point in the feature map

Anchor is an object?
- 1x20x15

I,

fe t each point, predict
Input Image

(e.g. 3 x640 x 480) Image features whether the ClorresponFIIng
(e.. 512 x 20 x 15) anchor contains an object

(per-pixel logistic regression)
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Region Proposal Network

" Make CNN do proposals!

Imagine an anchor box
of fixed size at each
point in the feature map

B Anchor is an object?
| - 1x20x15
CNN | | Conv
Box transforms
R I e 4x20x15

Input Img For positive boxes, also predict

(e.g. 3 x 640 x 480) Image features a transformation from the
(e.g. 512 x 20 x 15) anchor to the ground-truth box

(regress 4 numbers per pixel)

41



Region Proposal Network

" Make CNN do proposals!

In practice use K different
anchor boxes of different
size / scale at each point

Input Image
(e.g. 3 x 640 x 480)

Image features
(e.g. 512 x 20 x 15)

\
Anchor is an object?
- Kx20x15
Conv
Box transforms
| - ' 4K x 20 x 15
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Region Proposal Network

" Make CNN do proposals!

In practice use K different
anchor boxes of different
size / scale at each point

ya
\ \
Anchor is an object?
: ' Kx20x15
CNN Conv
Box transforms
L | ' 4K x 20 x 15
AR Pl Sort the K*20*15 boxes by
Input Image their “object” score, take
(e.g. 3 x 640 x 480) Image features top

(e.g. 512 x 20 x 15) ~300 as our proposals
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Faster R-CNN

" Jointly train with 4
losses:

= RPN classify object /
not object

= RPN regress box
coordinates

= Final classification
score (object classes)

= Final box coordinates

) :
proposaV

¥ Rol pooling

’.I"-
V. Al

Region Proposal Ne

feature map

W
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Faster R-CNN

R-CNN Test-Time Speed

R-CNN
SPP-Net
Fast R-CNN 2.3

Faster R-CNN| 0.2

0 15 30

45
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Faster R-CNN

" Two-stage object detector

" First stage: Run once per image
= Backbone network
= Region proposal network

® Second stage: Run once per region
= Crop features: Rol pool / align s g 5 b o

* Predict object class _— | b
. . Class||;|;:t|on ricél:;ci'izar’oc;xs Rol pooling

= Prediction bbox offset -
Region Proposal Network

CNN /




Mask R-CNN

" |nstance Segmentation

Add a small mask

proposalS/ network that operates
on each Rol and
Region Proposal Ne

twork L2 = predicts a 28x28
. ' binary mask
eature map

” pooling




Mask R-CNN

Classification Scores: C
Box coordinates (per class): 4 *C

4

/|

A A A

A pd pd
L // // / // /
/// > { // { //

1

9 . “1 V' Conv “1 V' Conv
1 /" Rol Align i i
V2
256 x14x14 256x14x14 Predict a mask for

each of C classes

Cx28x28
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" Very Good Results

% persont.00

. oo motorcycle1.00,

persperspecdn. 99, £ R
SR

Mask R-CNN

dining tablei6

bottl

bottle.99

pérsont:00

person1.00

¢ _bottld 99
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Mask R-CNN

" |ots of good implementations on GitHub!

® TensorFlow Detection API:

= https://github.com/tensorflow/models/tree/master/research/obje

ct detection
= Faster RCNN, SSD, RFCN, Mask R-CNN

B Caffe2 Detectron:
= https://github.com/facebookresearch/Detectron
= Mask R-CNN, RetinaNet, Faster R-CNN, RPN, Fast R-CNN, R-FCN

® CUHK MMdetection framework

= https://github.com/open-mmlab/mmdetection
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https://github.com/tensorflow/models/tree/master/research/object_detection
https://github.com/facebookresearch/Detectron
https://github.com/open-mmlab/mmdetection
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